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2 UPCAST Workflow 
UPCAST provides support for the management, negotiation, and exploitation of resources 
through a set of plugins that can be installed in Data Marketplaces or other data sharing 
platforms and can mediate data transactions between data providers and data consumers. In 
this context, a resource is an abstract entity and can be a dataset, a data operation or an 
artefact (such as a machine learning model). The UPCAST plugins have also been integrated 
into a single solution, which is the UPCAST platform.  

The UPCAST platform implements the UPCAST Minimum Viable Product (MVP) as described 
in [1], i.e., the minimum functionality that satisfies the prioritised requirements that have been 
expressed by the project pilots and project vision. The integrated UPCAST platform will serve 
as the basis for evaluation from the project pilots, which will use the functions of the whole 
platform or that of individual plugins to assess the degree to which they meet their 
requirements. The architecture of the UPCAST platform is given in Chapter 3. This chapter 
gives an overview of typical workflows that are followed by a dataset provider and a dataset 
consumer when they interact with the use of the UPCAST platform or individua plugins. 

Users of the UPCAST technologies, i.e., the UPCAST platform or the UCPAST plugins are either 
dataset providers or dataset consumers. Figure 1 illustrates the interactions with the core 
functionality that is offered by the UPCAST platform as a set of functions performed by or 
provided to either the Dataset (Resource) Provider, the Dataset (Resource) Consumer, or in 
some cases to both. The figure shows a typical sequence of actions the dataset provider and 
the dataset consumer take as well as the components (plugins) that support these actions. 
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Figure 1: Typical workflow of dataset Providers and Consumers with the UPCAST platform. 
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Figure 2: UPCAST Extended Workflow.
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The main use of UPCAST platform or UPCAST plugins on datasets. Nevertheless, some 
plugins may also be used for resources that are operations or artefacts as opposed to plain 
datasets. The UPCAST plugins are modules that can be integrated and deployed on a data 
marketplace (or other data sharing platforms) and offer well-defined functionalities that 
enhance or complement those in the host marketplace. Plugins interact with each other and 
with the marketplace in which they are deployed through well-defined Application 
Programming Interfaces (APIs). Users of the plugins, i.e., resource providers or resource 
consumers, can use them either directly, as many plugins have their own Graphical User 
Interfaces (GUS) or through the UPCAST interface (depicted as provider and consumer 
dashboard in Figure 1). 

Figure 1 shows typical interactions between dataset providers and dataset consumers that 
involve the use of all UCPAST plugins. Depending on the use case, some plugins may not be 
used, for example, when no semantic annotation or no valuation is needed. The upper part of 
Figure 1 illustrates the actions of a resource provider who wants to annotate and publish a 
dataset using UPCAST plugins. The preparation of a dataset (collection of data, cleaning, and 
preprocessing) is a necessary action any provider needs to take but it falls outside the scope 
of UPCAST. Therefore, the provider actions start with the dataset annotation with which the 
provider describes the dataset resource using basic metadata or optionally attaching a 
semantic profile to it and may also define access and usage policies. The provider may also 
assign an environmental profile to the dataset that relates to the energy and carbon 
consumption of its generation and storage and may also associate a price or price range to it 
that reflects the inherent value of the dataset and facilitates its monetisation. A typical 
sequence of actions by a provider who uses the UPCAST plugins is as follows: 

RP1. Resource annotation: Using the Provider Dashboard, the provider creates a resource 
specification and annotates the resource with basic and semantic metadata possibly 
attaching a semantic profile to the resource. Generic UPCAST vocabularies or 
domain-specific vocabularies may also be used for resource annotation. 

RP2. Specification of resource privacy and usage policy: Using the Privacy and Usage 
Control Plugin through the Provider Dashboard the provider can specify the privacy 
and usage control policies for the resource.  

RP3. Estimation of resource environmental cost: Using the Provider Dashboard, the provider 
can create the environmental profile for the resource. For datasets, this relates to the 
collection and storage cost. For data operations, this relates to the cost of executing 
the operation with the support of the Environmental Impact Optimiser Plugin. 

RP4. Estimation of resource price: Using the Provider Dashboard, the dataset provider can 
assign a price or price range to the resource. The functions of the Pricing plugin may 
be used to generate an informed price suggestion. 

RP5. Publishing the resource: The dataset provider publishes the resource annotated with 
the resource specification in a data marketplace or a data catalogue provided by a 
broker so that potential consumers can discover the resource. This functionality is 
provided by a broker or a marketplace. UPCAST Publishing/Discovery plugins may 
be used for this functionality. 

RP6. Negotiation of terms and establishing a contract. The dataset provider and the dataset 
consumer may need to negotiate terms of the use and access policies that are 
specified by the provider and the usage intentions that may be required by the 
consumer. Negotiation is an iterative process supported by the Negotiation Plugin, 
which, if successful, results into a contract that includes the agreed terms and forms 
the basis for a data processing workflow execution and verification for compliance. 
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RP7. Monitor dataset execution and verify compliance. The dataset provider receives in 
their dashboard continuous monitoring data from the execution of the dataset. 
Monitoring data are used for checking compliance of the execution against the 
agreed terms of the contract and any violations are notified to the provider. The same 
monitoring data may be fed to supporting modules for generating analytics. 

The lower part of Figure 1 illustrates the actions of a resource consumer who wants to make 
use of a dataset resource. The first action of a consumer is typically to Define a Data 
Processing Workflow (DPW, RC1) which may utilise one or more datasets (possibly from 
several providers) to do the processing they need. The DPW may involve generic actions, like 
transformations or aggregations on datasets, and specialized actions like Federated Machine 
Learning (FML) on datasets that may not allowed to be transferred outside the domain of a 
dataset provider (like medical data), valuation of a dataset, and integration of several datasets 
collected possibly from multiple providers. These actions are implemented by respective 
plugins as shown in Figure 1. The typical interactions by the consumer are as follows: 

RC1. Define Data Processing Workflow: The consumer defines the processing workflow 
for the dataset as a series of actions that pertain to the pre-processing and actual 
processing of datasets using the Data Processing Workflow plugin. A DPW model 
is defined, and the intended usage and the access and usage policies for the DPW 
are specified. 

RC2. Estimate consumer environmental cost. The consumer makes an estimate of the 
environmental cost that will be incurred when processing the dataset. The cost is 
estimated based on the workflow, and the characteristics of the processing 
environment that will be used. 

RC3. Search resource: The consumer searches and discovers resources to include in the 
DPW by searching or browsing a Dataset Catalogue or getting suggestions on 
relevant resources using the Resource Discovery plugin. 

RC4. Negotiate terms and agree on contract: The dataset consumer negotiates with 
resource providers regarding the terms of access, usage and pricing of the 
datasets. The result of the negotiation, if successful, is a contract that states the 
terms of access and usage, as well as the pricing of the dataset under negotiation. 
The negotiation and contracting tasks are supported by the corresponding plugin 
that facilitates and automates the negotiation process and can be used by the 
dataset producer (see RP6) and consumer. 

RC5. Secure data exchange: With the use of the Secure Data exchange plugin, the dataset 
contracted will be transferred securely to a trusted environment, which in the case 
of the UPCAST pilots is the consumer one, for processing. 

RC6. Execute data processing workflow: Using Safe and Secure Execution Plugin, the 
consumer starts the DPW execution for the processing of the dataset subject to the 
terms of access and usage policies that have been negotiated and agreed between 
the provider and the consumer and are expressed in the negotiation contract. 

RC7. Monitor execution of data processing workflow: The UPCAST Execution Monitoring 
plugin monitors the execution of the DPW. The collected monitoring data are used 
for generating analytics for the provider and also for checking the compliance with 
the agreed contract. The compliance plugin receives monitoring data and notifies 
the dataset provider in case of any breaches of the contract (RP6), such as any 
access or usage rule violated during the DPW execution. 

The interactions with the UPCAST platform shown in Figure 1 involve an overarching set of 
activities that are foreseen by UPCAST that relate to the actions of the dataset provider and 
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the dataset consumer. Figure 2 shows an extended workflow that covers the case of data 
collection and dataset aggregation that falls under the business case of some of the project 
pilots. The workflow model allows bilateral agreements between a dataset provider that may 
collect data from individuals that provide raw data and aggregates them for the purpose of 
selling derived data to potential consumers. 
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3 UPCAST Architecture 
This chapter presents the final version of the UPCAST Architecture, which is an enhancement 
of the one presented in [2]. The UPCAST architecture, shown in  Figure 3, has served as the 
basis for the development and integration tasks of the project. 

The UPCAST architecture includes the domains of the Dataset Provider, the Dataset 
Consumer and the Data Sharing Platform, which is an abstraction of a Data Marketplace. 
Moreover, the architecture includes a trusted and secure repository to which the compliance 
logs that are generated from dataset processing of datasets are stored. 

The architecture integrates several UPCAST plugins that provide services for the preparation, 
advertisement and processing of a dataset, and also artifacts like the contract that is agreed 
by a dataset Provider and a Dataset Consumer. 

The UPCAST Architecture of Figure 3 shows the same plugins several times for instead of 
cluttering the diagram with lines, which would make it difficult to understand. For example, 
the Environmental plugin is shown at the Provider domain, the Consumer domain and also the 
Data sharing platform. Providers and consumers may want to use this plugin for either 
annotating the dataset with its environmental impact before advertising it, or, in the case of 
consumers, to monitor the processing of a dataset and emit corresponding monitoring events. 
Data sharing platforms may also want to integrate the same plugin for offering extra 
functionality to their users. The functions of this plugin, as well as that of the other plugins is 
provided as a web service. 

The Data Sharing Platform implements the authentication of Providers and Consumers and is 
the repository to which datasets may be advertised by providers and discovered by 
consumers. Depending on the use case, the Data Sharing platform provides a hosting 
environment to which UPCAST plugins may be deployed or otherwise integrated. The UPCAST 
architecture takes a rather flexible and generic approach to the deployment of the plugins, 
that is, plugins may be deployed individually as web services and accessed either through the 
Provider or Consumer Dashboard or directly through their interfaces or be integrated or 
deployed on the Data Sharing platform and accessed through it. 

The functions of the plugins can be accessed either by directly using them (several UPCAST 
plugins have their own GUI or provide means for invoking their functions through the 
command line) or through the two dashboards, i.e., the Provider dashboard or the Consumer 
dashboard. 
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Figure 3: UPCAST Architecture. 
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The Workflow Execution environment is an abstraction of the environments the UPCAST pilots 
use for the execution of their workflow and is not a plugin per se. Other artifacts like the 
dataset, the replica of the dataset in the consumer domain, the contract that result from the 
negotiation process and the Verifiable Credentials that result from Auditing are also shown in 
the UPCAST architecture. The upper part of the architecture diagram relates mostly the tasks 
of dataset preparation and discovery, whereas the lower part of the architecture diagram 
relates to the processing of a dataset. Dataset processing results to the generation of 
monitoring events that are used by the Compliance plugin for checking the compliance of the 
dataset processing to the terms of the contract between the provider and the consumer. The 
output of the Compliance plugin is stored in a secure and trusted repository for subsequent 
auditing and verification. 

Federated Machine Learning is a special case of operation, as explained in Section 4.9, in 
which an agent that is hosted in the provider domain trains a model by locally accessing the 
provider dataset, which otherwise is not allowed to leave the provider domain. Several such 
agents may locally train models, which may be aggregated for building a comprehensive 
model to be used for the purposes of the dataset consumer. 

The UPCAST Architecture has a dual interpretation. It can be interpreted as a centralized one 
in which the Data Sharing Platform serves as the single place of interaction between the 
Dataset Provider and the Dataset Consumer or a distributed one in which the Data Sharing 
platform is used for authenticating providers and consumers and interactions between them 
take place in a peer-to-peer manner through the respective dashboards. In the first use the 
Data Sharing platform is used for providing authentication and persistency functions needed 
for publishing and discovery of datasets. It follows that if datasets are published to a Data 
Staring platform, they become visible to all users of the it. In the second use of the UPCAST 
architecture, authentication functions may be implemented by third party services based on 
standard protocols like OAuth2, OpenID, etc., whereas the persistency services for advertising 
and discovering datasets are provided by the Publishing and Discovery plugins.  

Figure 3 shows the plugins (and corresponding functions) that are available to the provider 
and those that are available to the consumer as well as dashboards for visualization. A 
dataset provider may use all or a subset of the plugins to perform the specification of the 
dataset resource to publish it in a marketplace or the deployment of the Publishing plugin that 
implements its own persistency. Resource specification includes the annotation of the 
dataset with plain (type of data, format, creation time, etc.) and semantic metadata, its 
environmental footprint for its storage by the provider, an estimate of its price, and definition 
of usage and access policies. These functions are supported by the corresponding plugins as 
shown in the architecture, which can be used through the Provider Dashboard. Once a dataset 
resource has been annotated it can be published to a marketplace to be discovered by 
potential consumers. 

The consumer uses a set of plugins to specify a Data Processing Workflow to model the 
processing they want to do on a dataset. Moreover, the consumer may also define policies 
that is obliged to abide with, for example internal policies or legal regulations, and can also 
estimate the environmental impact of the dataset execution that is modelled by the Data 
Processing Workflow. After these policies have been specified and prepared with the use of 
the corresponding plugin, the consumer searches for datasets that meet their criteria. Once a 
dataset that meets the consumer requirements is discovered, the consumer gets in contact 
with the dataset provider and a negotiation takes place between the two. The negotiation is 
supported by the negotiation plugin and its purpose is for the provider and the consumer to 
agree on the same terms for the dataset execution, as, on one hand the provider has 
expressed his usage policies, and, on the other hand, the consumer has expressed his own 
policies they may be subject to for the execution of the dataset. The negotiation, if successful, 
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Table 1: UPCAST Integration Matrix. 
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Semantic Profiling                     
Publishing                  A A A 
Discovery                  A A A 

Privacy Usage Policy                     
Environmental                     

Pricing                     
DPW modelling        X X            

FML                     
Data Integration                     

Negotiation                     
Secure Data Exchange                     

Monitoring K K K K K K K K K K K    K      
Compliance            K         

Auditing and Verification             A        
Safe and Secure Execution                     

Provider Dashboard A A  A A A    A A          
Consumer Dashboard    A   A    A          

Nokia NDM                     
Dawex Data Exchange               A      

Open Data Space                     



https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/profiling
https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/profiling


https://github.com/EU-UPCAST/profile/tree/master/llmdap/profiler/api
https://github.com/EU-UPCAST/profile/tree/master/llmdap/profiler/api
https://github.com/SINTEF-SE/LLMDap/blob/main/profiler/run_inference.py
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Figure 6: User interface for selection of a profiler. 

 
Figure 7: User interface for generation of profile using LLMDap. 
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Detailed description and screenshots of the user interface can be found in Deliverable D2.3 
[3]. 

Typical uses 

The LLMDap and other profilers are registered in a profiling service. Typically a data provider 
can select a profiler to be used from a list of available profilers (using the API endpoint: "GET 
/profile/get_profilers"), upload a local file or specify an URL of the file for profiling (the file can 
be the dataset as in the case of Ydata profiler or the scientific paper as in the case of LLMDap), 
and provide additional parameters for LLMDap, then click the "Generate profile" button (using 
the API endpoint: "POST /profile/generate_profile"). The LLMDap pipeline can interact with 
local or external LLM service to generate metadata for the fields defined in the schema. The 
profile of the generated metadata fields will be returned. 

 
Figure 9: Sequence diagram for generation of profiles using LLMDap. 

4.3 Resource Publishing 
Functionality 

The UPCAST Publish Plugin API v2 provides comprehensive dataset management capabilities 
designed to streamline data publishing workflows. The plugin supports the complete lifecycle 
of dataset management within data marketplaces, enabling efficient publishing and discovery 
processes across multiple platforms.  

Key functionalities include:  

Dataset Lifecycle Management: The plugin facilitates seamless dataset creation, updating, 
deletion, and deprecation processes. This ensures that data marketplaces can efficiently 
manage their dataset offerings while maintaining data quality and relevance.  

Multi-Marketplace Publishing: A distinctive feature allows publishing datasets to multiple 
marketplaces simultaneously through a single API call, enabling broader data distribution and 
accessibility.  
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'http://127.0.0.1:8001/discover/discover_similar_datasets_description?description=sample
%20description' \ 
  -H 'accept: application/json' \ 
  -H 'api-token: test' \ 
  -d '' 
Discover by Data Processing Workflow: 
curl -X 'POST' \ 
  'http://127.0.0.1:8001/discover/discover_data_processing_workflow' \ 
  -H 'accept: application/json' \ 
  -H 'api-token: test' \ 
  -H 'Content-Type: application/json' \ 
  -d '["dataset_id"]' 
Discover by Dataset ID: 
curl -X 'POST' \ 
'http://127.0.0.1:8001/discover/discover_similar_datasets?dataset_id=dataset_id' \ 
  -H 'accept: application/json' \ 
  -H 'api-token: api-token' \ 
  -d '' 
API Authentication: All endpoints require API token authentication for security and usage 
tracking. 
Response Format: Standardized JSON responses containing ranked lists of similar datasets 
with relevance scores and metadata. 
 

Typical uses  

Text-Based Discovery Workflow: 
1. User enters dataset description in search interface 
2. Discovery plugin processes natural language input 
3. Semantic analysis identifies key concepts and requirements 
4. System searches across connected marketplaces 
5. Results ranked by relevance and returned to user 
6. User reviews recommendations and selects datasets 

Workflow-Based Discovery Process: 
1. User provides list of existing dataset IDs from current workflow 
2. Plugin analyzes workflow structure and data relationships 
3. System identifies complementary datasets and processing gaps 
4. Recommendations generated based on workflow optimization 
5. Results presented with workflow integration suggestions 
6. User selects additional datasets to enhance workflow 

Dataset Similarity Discovery: 
1. User selects reference dataset for similarity search 
2. Plugin analyses dataset metadata, content, and usage patterns 
3. Machine learning algorithms identify similar datasets 
4. Cross-marketplace search executed for comprehensive results 
5. Similarity scores calculated and results ranked 
6. User explores similar datasets with detailed comparison views 

 

http://127.0.0.1:8001/discover/discover_similar_datasets_description?description=sample%20description
http://127.0.0.1:8001/discover/discover_similar_datasets_description?description=sample%20description
http://127.0.0.1:8001/discover/discover_data_processing_workflow
http://127.0.0.1:8001/discover/discover_similar_datasets?dataset_id=dataset_id
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Figure 12: The ODRL Policy Editor. 

The interface has been moderately refined and functional stability issues corrected. Core 
functionality/behaviour is as described in Deliverable 2.4 [4]. 

Typical uses 

Typically, the user will access the main policy editor service by logging in and then accessing 
the management page. From the management page the user will access the required 
functionality via the relevant buttons. A high-level sequence diagram is provided in Figure 13. 
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Figure 13: High Level UPCAST Policy Editor GUI Sequence Diagram. 
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APIs 

The OpenAPI specification for the Consumer-side PUC is available at: https://github.com/EU-
UPCAST/OpenAPISpecification/tree/main/privacy_plugin/Consumer. A summary is provided 
in Figure 16. 

 
Figure 16: Consumer-side PUC API. 

User Interfaces 

The consumer-side PUC provides a comprehensive UI for the specification and management 
of rules, as well as the underlying information model, which is shared with the DPW plugin. 
Parts of the UI have been brought to the project by the goodFlows tool of UPCAST partner ICT 
abovo, whereas this UI has been the basis for the Consumer Dashboard. Figure 17 and Figure 
18 highlight, respectively, the Information Model and Rule management interfaces. 

https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/privacy_plugin/Consumer
https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/privacy_plugin/Consumer
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Figure 17: Information Model management. 

 
Figure 18: Rule management. 

Typical uses 
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Figure 19: Consumer-side PUC plugin. 

4.6 Environmental Impact 
Functionality 

The environmental plugin delivers two core features: the environmental impact estimator and 
the environmental impact monitoring tool. Together, these tools offer complementary 
approaches to promoting energy-efficient data processing workflows (DPWs) and storage, 
helping to reduce carbon emissions while supporting compliance with energy regulations. 
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APIs 

The environmental impact estimator delivers predictive insights into energy usage through 
two main endpoints: one for forecasting the energy consumption of DPWs and another for 
estimating the energy consumption of datasets stored at rest. The API documentation 
screenshot in Figure 20 shows the structure of these endpoints, highlighting the organization 
and supporting of the estimator's predictive capabilities. 

 

Figure 20: The environmental impact estimator swagger interface. 

Each endpoint is designed for a specific scenario and therefore accepts a distinct set of 
operational parameters. The DPW endpoint analyses workflow characteristics such as the 
input dataset size, workflow steps, and computational environment details (including 
hardware specifications and geographic location). The storage endpoint, on the other hand, 
evaluates storage-related parameters such as dataset size, storage system model, storage 
capacity, and the physical location where the data is stored. 

Both endpoints provide actionable results that include energy consumption, carbon 
emissions, cost estimates, and tailored optimization recommendations. Particularly, the DPW 
endpoint, powered by a trained predictive model, also supplies integrated explainability 
features that help users understand which factors most influence energy use, supporting 
more informed and targeted efficiency improvements. The storage endpoint, based on a 
mathematical model, delivers a detailed breakdown of storage-related energy and 
environmental impact, along with specific suggestions for optimizing storage efficiency and 
reducing waste. 

The environmental impact monitoring tool focuses on real-time observation. Built on a robust 
agent-server architecture using Telegraf, InfluxDB, and Grafana, the tool continuously collects 
and displays power usage metrics as DPWs operate. Users can remotely access dashboards, 
track ongoing consumption, and respond quickly to emerging inefficiencies. This live visibility 
empowers organizations to make informed decisions that conserve energy, lower costs, and 
meet sustainability goals. 

User Interfaces 

The screenshot in Figure 21 illustrates a typical example of Grafana dashboard, showcasing 
how real-time data is presented to support these insights. 
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quantities, or made available to the highest bidder. 

The main differences between these three approaches are their level of flexibility, there inputs, 
and when they are best used. Static pricing is simple and based on a competitor-based pricing 
strategy, as a model trained on similar datasets, it effectively benchmarks prices against 
comparable offerings in the market. Dynamic pricing is flexible and helps increase revenue 
when data demand changes in fluctuating data markets. Optimal bidding is best for 
competitive situations, especially when datasets are rare or highly valuable, and it leverages 
game theory to strategically maximize the likelihood of winning while optimizing expected 
returns.  Collectively, these strategies ensure the pricing plugin can support a broad spectrum 
of data monetization scenarios, from catalogue-style data sales to responsive marketplace 
exchanges and competitive auctions, empowering organizations to tailor their data pricing 
models to strategic business requirements and market dynamics. 

 
Figure 25: Overview of the pricing plugin architecture. 

APIs 

From an integration standpoint, each feature is accessible through dedicated RESTful API, all 
protected by a unified authentication mechanism that uses the same set of credentials per 
end user. The system is designed following RESTful architecture principles, ensuring stateless 
operations, clear resource identification, and standardized request/response patterns. APIs 
are documented according to the OpenAPI specification and are presented via user-friendly 
Swagger interfaces, promoting easy discovery and use. For enhanced security and 
performance, the APIs are robustly deployed behind a NGINX reverse proxy. Additionally, every 
API call triggers the emission of monitoring events to a Kafka broker, enabling plugin usage 
tracking through integration with the monitoring plugin. This design ensures straightforward 
integration, scalability, and ongoing maintainability. 

Typical uses 

The sequence diagram of Figure 26 shows how a client application retrieves an authentication 
token before interacting with three independent pricing services, each via a dedicated 
endpoint. 
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Figure 26: client to pricing services interaction flow. 

The API documentation screenshots below show the structure of the pricing plugin endpoints, 
highlighting their modularity and support for different pricing strategies. 
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Furthermore, the DPW plugin allows for the automatic verification and re-engineering of DPW 
models, considering on the one hand the internal policies of an organisation and, on the other 
hand, the constraints defined by the data providers of acquired datasets. In this context, it 
receives input from the consumer-side PUC that undertakes the reasoning over the policies 
and constraints and caters for conflict resolution thereof. 

Finally, the DPW plugin provides the functionality for the automatic translation of DPW models 
to executable workflows. To this end, it incorporates a module that undertakes the translation 
of workflow models to NextFlow scripts, thereby allowing for their execution in operational 
environments. The translation takes into consideration additional UPCAST needs, such as the 
injection of appropriate functionality in the scripts in order to send monitoring events to the 
Monitoring plugin. 

APIs 

The OpenAPI specification for the DPW plugin is available at: https://github.com/EU-
UPCAST/OpenAPISpecification/tree/main/dpw_plugin. Figure 28 is an excerpt of the API. 

https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/dpw_plugin
https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/dpw_plugin
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Figure 28: DPW plugin API. 

User Interfaces 

The DPW plugin offers a fully-fledged UI devised for the management of the full lifecycle of a 
workflow model. When the need for a Consumer Dashboard emerged, this UI, along with the 
UI of the consumer-side PUC plugin, was leveraged for comprising the core of the dashboard. 
Figure 29 and Figure 30 illustrate two fundamental aspects of the DPW plugin, notably the 
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graphical design of a workflow that includes one dataset, and the verification and re-
engineering of the same workflow, on the basis of internal organisational policies. 

 
Figure 29: Workflow design. 

 

Figure 30: Workflow re-engineering. 

Typical uses 

The functionality provided by the DPW plugin is used for comprehensive realisation of 
workflow planning, i.e., the phase when a workflow model is engineered, possibly resulting to 
the creation of an executable workflow. In this context, the typical uses of the DPW plugin 
span from the initial creation of the workflow model to the generation of the executable 
NextFlow script, including all intermediate stages within the lifecycle of a model. The latter 
most notably include the adaptation of the workflow model as a result of the interaction with 
other UPCAST plugins, in the context of negotiation between a data consumer and the 





https://arxiv.org/pdf/1305.5886v1


https://github.com/EU-UPCAST/OpenAPISpecification/tree/main/fml_plugin








https://github.com/georgeKon/ForBackBench
https://github.com/dbunibas/chasebench
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Figure 36: ForBackBench User Interface. 

The ForBackBench framework offers users both a command-line interface and a web 
interface (shown in the Figure 36), where either interface provides two distinct functionalities: 
the first functionality is to enable users to upload ChaseBench or OBDA scenarios, which 
initiate the scenario conversion engine that is responsible for crafting cross-approach 
scenarios. The second core functionality of the framework revolves around executing end-to-
end experiments, facilitated by user-defined parameters encompassing the scenario, data 
size, schema mapping format, experiment iteration count, and the selected systems for 
comparative analysis. 

The next component of the framework is the Data Integration Manager Interface, which guides 
users to specify the parameters for their application, such as the RML mapping rules, source-
to-target dependencies as an OWL ontology, and finally whether to materialise new data or 
rewrite the query that is depicted in Figure 37. 
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Figure 37: UPCAST Data Integration Manager User Interface. 

Depending on the chosen approach, this will produce one of two Docker images, which can 
be used to generate Docker containers that, when run, will output the generated RDF data for 
the forward-chaining approach, and the query results for the backward-chaining approach. 

 
Figure 38: Forward-chaining Workflow. 

In either case, we begin by running the RML Mapper to retrieve all remote sources, and local 
sources that are not RDF data, and integrate them into a local graph. Following this, any 
remaining local sources are integrated into the same local graph (Figure 38). The next step 
depends on the chosen algorithm: 

If following the materialisation route, the Rulewerk is fed the local graph, as well as an OWL 
ontology file. Then we leverage the methods Rulewerk provides. We leverage a method to 
parse OWL ontology files into rules that can be provided to the reasoner (Figure 39). 

 
Figure 39: Backward-chaining Workflow. 

In the query rewriting route, the OWL ontology and the SPARQL query are given as inputs to 
the tree-witness rewriter algorithm which will output a SPARQL query that can be answered 
over the result of the RML engine. Finally, the outputs of the RML Engine and Query Rewriting 
system are fed into a SPARQL engine which runs the rewritten query over a local RDF graph 
and then outputs the results of the query. 







UPCAST  D4.1: UPCAST Integrated Solution 

  

 

  60 

 
Figure 41: CubeModeler User Interface for RDFising datasets. 

4.11 Negotiation and Contracting 
Functionality 

The UPCAST Negotiation and Contracting plugin facilitates seamless and policy-compliant 
data transactions between providers and consumers by managing the complete negotiation 
lifecycle from initiation to contract finalization. The plugin addresses inherent differences in 
processing intentions, usage constraints, and pricing expectations through a structured, 
machine-readable contract framework built on standards such as ODRL and DPV. 

Core Negotiation Capabilities: 

Automated Policy Conflict Resolution: The system automatically detects and resolves 
conflicts between consumer intentions and provider policies using advanced reasoning 
mechanisms. When conflicts arise, the plugin generates Updated Intentions that serve as 
resolution proposals acceptable to both parties. 

Multi-Modal Data Model Support: The plugin operates with four interconnected data models: 
(1) usage policy data model for resource providers (UPCAST Offer), (2) intention data model 
for resource consumers (UPCAST Request), (3) contract data model (UPCAST Contract), and 
(4) negotiation tracking model. 

ODRL-Based Rights Management: Leveraging Open Digital Rights Language standards, the 
plugin enables precise specification of permissions, prohibitions, and obligations, ensuring 
legal compliance and clear usage boundaries. 

Data Processing Workflow Integration: The system incorporates Data Processing Workflow 
(DPW) patterns that allow providers to set access and usage constraints while enabling 
consumers to specify their processing intentions without revealing business-sensitive 
information. 

Intelligent Negotiation Agents: Recommender agents on both provider and consumer sides 
facilitate semi-automated negotiations by learning from preferences, previous negotiations, 
and acceptable ranges to suggest optimal counter-offers. 

Natural Language Contract Generation: Large Language Models enhance contract 
accessibility by generating human-readable summaries alongside machine-readable terms, 
ensuring transparency and reducing potential disputes. 

Environmental Impact Consideration: The plugin incorporates environmental cost tracking for 
both data generation and serving, supporting sustainable data practices within negotiation 
parameters. 
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APIs 

User Management Endpoints 
POST /user/register - Register new users (Master password auth) 
POST /user/login/ - User authentication  
POST /user/logout/ - User logout 
GET  /user/details/ - Retrieve user profile (OAuth2) 
PUT  /user/update-password - Update password (Master password auth) 
DELETE /user/{user_id} - Delete user (Master password auth) 
GET  /users - List all users (Master password auth) 

Negotiation Management Endpoints 
POST /negotiation/create - Create new negotiation (OAuth2) 
GET  /negotiation - List all negotiations (OAuth2) 
PUT  /negotiation - Update negotiation (OAuth2) 
GET  /negotiation/{negotiation_id} - Get specific negotiation (OAuth2) 
DELETE /negotiation/{negotiation_id} - Delete negotiation (OAuth2) 
GET  /negotiation/policies/{negotiation_id} - Get negotiation policies (OAuth2) 
GET  /negotiation/{negotiation_id}/last-policy 
 - Get most recent policy (OAuth2) 
GET  /negotiation/{negotiation_id}/last-policy-diff 
 - Get policy differences (OAuth2) 
POST /negotiation/terminate/{negotiation_id} 
 - Terminate negotiation (OAuth2) 

Consumer-Specific Endpoints: 
POST /consumer/request/new - Create new data request (OAuth2) 
PUT  /consumer/request - Update existing request (OAuth2) 
GET  /consumer/request/{request_id} - Retrieve specific request (OAuth2) 
DELETE /consumer/request/{request_id} - Delete request (OAuth2) 
GET  /consumer/offer - List available offers (OAuth2) 
POST /consumer/recommend - Get AI recommendations 
POST /negotiation/consumer/accept/{negotiation_id} 
 - Accept offer (OAuth2) 
POST /negotiation/consumer/verify/{negotiation_id} 
 - Verify request (OAuth2) 

Producer-Specific Endpoints: 
POST /producer/offer/new - Create new offer (OAuth2) 
PUT  /producer/offer - Update existing offer (OAuth2) 
GET  /producer/offer/{offer_id} - Retrieve specific offer (OAuth2) 
POST /producer/offer/initial - Create initial offer (Master password) 
POST /producer/offer/initial_dataset - Create offer from dataset (OAuth2) 
POST /producer/offer/initial_upcast_dataset - Create offer from UPCAST dataset 
POST /producer/recommend - Get AI recommendations 
POST /negotiation/producer/agree/{negotiation_id} 
 - Agree to request (OAuth2) 
POST /negotiation/producer/finalize/{negotiation_id} 
 - Finalize offer (OAuth2) 
DELETE /offer/{offer_id} - Delete offer (OAuth2) 

Contract Management: 
GET /contract/{negotiation_id} - Retrieve finalized contract (OAuth2) 
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configurations, quality thresholds, deal-breaker identification, and automated 
response rules for intelligent recommendations. 

Typical uses Complete Negotiation Workflow: 
1. Data Consumer discovers dataset through UPCAST Discovery Plugin 
2. Consumer creates UPCAST Request with intended usage specifications 
3. System extracts Intentions from Data Processing Workflow automatically 
4. Consumer submits request via /consumer/request/new endpoint 
5. Producer receives notification and reviews request terms 
6. Conflict Resolution Framework analyses consumer intentions against provider 

policies 
7. Producer creates counteroffer via /producer/offer/new with Updated Intentions 
8. Negotiation cycle begins with back-and-forth exchanges 
9. Recommender Agents provide intelligent suggestions to both parties 
10. Consumer accepts final offer via /negotiation/consumer/accept/{negotiation_id} 
11. Producer finalizes agreement via /negotiation/producer/finalize/{negotiation_id} 
12. System generates machine-readable and human-readable contract 
13. Contract stored and accessible via /contract/{negotiation_id} 

Automated Conflict Resolution Process: 
1. Consumer submits UPCAST Request with Data Processing Workflow 
2. System automatically extracts Intention objects from DPW 
3. Policy Engine evaluates intentions against Provider's ODRL policies 
4. Conflict objects generated for each incompatibility detected 
5. Updated Intentions proposed as resolution suggestions 
6. Producer reviews conflicts and accepts/modifies proposed resolutions 
7. Negotiation continues with refined terms until agreement reached 

Semi-Automated Negotiation with Agents: 
1. Both parties configure negotiation preferences via Preferences Panel 
2. Consumer creates initial request with preference constraints 
3. Producer's Recommender Agent analyses request against preferences 
4. System generates suggested counteroffer within acceptable ranges 
5. Consumer's Recommender Agent evaluates counteroffer 
6. Automated negotiation rounds occur within predefined boundaries 
7. Human intervention triggered only for out-of-range proposals 
8. Final agreement reached through optimal automated matching 

Contract Generation and Finalization: 
1. Successful negotiation completion triggers contract generation. 
2. System creates UPCAST Contract with embedded ODRL Agreement. 
3. Data Processing Workflow integrated into contract terms. 
4. Natural Language component generated via Large Language Models. 
5. Metadata including timestamps and digital signatures added. 
6. Both machine-readable and human-readable versions created. 
7. Contract validation and compliance verification performed. 
8. Finalized contract distributed to both parties with audit trail. 

4.12 Secure Data Exchange 
Functionality 

This section presents the Integration of the SDDP to the UPCAST architecture, in particular 
the dashboards, and data marketplaces. 



https://eclipse-edc.github.io/documentation/for-contributors/openapi/
https://github.com/eclipse-edc/Connector
https://eclipse-edc.github.io/documentation/for-contributors/openapi/
https://github.com/eclipse-edc/Connector
https://github.com/eclipse-edc/Connector
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Figure 43: Data Provider, go to market sequence. 

UPCAST plugins could enrich the process of contracting on the Data Marketplace such as the 
Pricing AI Plugin with compatible metadata declaration. 

Data consumer 
Data Consumers (acquirers) will be able to search data products with the discovery plugin. 
Once the data product is identified, the provider and acquirer agree with the terms of the 
contract such as price, policies, compliance. 

When the acquisition is complete through a trusted data transaction, the agreed data contract 
is synchronized with SDDP to make it ready for incoming Data Transfer requests from 
Consumer (Acquirer), securely performing the data transfer enforcing agreed policies and 
data access restrictions with strong authentication. 

 
Figure 44: Data Consumer, acquisition sequence. 

Data Destination shown in Figure 44 is another instance of the SDTP for distributed Data 
Transfer, following Data Space Protocol and enabling interoperability with other Data Space 
Connector implementations. 

4.13 Monitoring 
This section presents the monitoring plugin of the UPCAST platform, including updates to the 
data model of the monitoring events and the automatic injection of monitoring code to the 
data processing workflow. 
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with key=(1234, 1) and the corresponding value part that is generated before and after 
execution of each action of the original workflow. 

 
Figure 47: Generation of monitoring events. 

 
Figure 48: Events of topic UPCAST. 

4.13.2 Plugin Monitoring 

UPCAST provides functions for monitoring the actions of the plugins that are used by the 
dataset provider and consumer before any execution of the dataset, i.e., during the preparation 
and annotation of a dataset, its advertisement and discovery, and the negotiation between the 
dataset provider and the dataset consumer. The purpose of the plugin monitoring is to keep 
a record of all actions that take place before dataset execution that are supported by the 
UPCAST plugins and maintain a permanent record of them for subsequent auditing and 
verification. 

UPCAST plugins are required to generate plugin monitoring event to a Kafka topic with name 
UPCAST-plugin. The plugin monitoring events are JSON objects and tier structure is reported 
in D3.1 [4].  

4.13.3 Monitoring Authentication 

Monitoring is deployed as a service over the Internet, with its endpoint be at 
https://dev.upcast.maggioli-research.gr/. The deployed version of Monitoring supports 
authentication of remote clients. Clients of the service (plugins and pilot workflows) should 

https://dev.upcast.maggioli-research.gr/
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Plugin (via API). Figure 53 illustrates the sequence of actions of the general case of issuing a 
Verifiable Credential:  

1. Store contract from Negotiation Plugin: The Negotiation Plugin records contracts 
negotiation between consumer and provider, once the contract is finalized, the plugin 
sends the contract to the Validation Plugin. 

2. Store formatted Data from Monitoring and Compliance Plugin: The Monitoring Plugin 
records all events related to the execution of a dataset from start to finish and 
processes compliance audit on each event. After each audit, the Compliance plugin 
sends formatted data to the Validation Plugin. 

3. Validation Process Initiation: The Validation Plugin extracts all collected data for 
specified contract and execution, next generates the payload of the VC. 

4. Verifiable Credential Generation: If the generation completes successfully, the plugin 
signs a Verifiable Credential containing all execution events and compliance 
confirmation. 

5. Credential Issuance & Storage: The credential is stored securely and can be accessed 
by relevant stakeholders for verification and auditing purposes. 

 
Figure 53: Auditing and Verification Plugin Workflow. 

The Auditing and Verification Plugin (also referred to as the Validation Plugin in earlier 
sections) is designed with modularity and interoperability in mind, enabling seamless 
integration within the broader UPCAST platform. It operates as an independent service with 
defined interfaces that interact with both upstream and downstream plugins. This 
architectural design (Figure 53) promotes decoupled deployment and ensures that 
verification processes can be scaled, maintained, and audited independently of other platform 
components.  

The architecture of the plugin includes the following core components:  

API Layer (OpenAPI-based)  

The Verification Plugin exposes a RESTful API, fully defined using the OpenAPI specification. 
This allows for the automatic generation of endpoint handlers, data models, and validation 
schemas, ensuring consistency between the implementation and its documentation. External 
components such as the Compliance Plugin and Negotiation Plugin interact with this API to 
submit contract data, execution events, and compliance logs. 

Processing & Validation Logic  



https://github.com/dawex/vc-generator/tree/main/documentation


UPCAST  D4.1: UPCAST Integrated Solution 

  

 

  74 

 
Figure 55: Life-cycle of Verifiable Credentials. 

4.16 Safe and Secure Execution 
This section gives an overview of the execution environments that may be used in UPCAST 
for the execution of a Data Processing Workflow. It first presents the execution environments 
of the project pilots and then gives an overview of the SIMPIPE execution environment which 
is an alternative execution environment that can be used in UPCAST. 

First the details of the execution environments that may be used in UPCAST for executing 
their DPWs are given. UPCAST pilots use their own infrastructure and execution environments 
for processing datasets. The resulting diversity of execution infrastructures is seamlessly 
integrated to the overall UPCAST architecture and is represented in the UPCAST Architecture 
of Figure 3 as a single component. Moreover, the UPCAST Architecture remains open for the 
choice of the execution environment that may be used for processing the DPW. SIMPIPE, an 
alternative execution environment presented in section 4.16.6, may also be seamlessly 
integrated in the UPCAST architecture. For all pilots, workflow modelling is done with the use 
of the Data Processing Workflow Modelling plugin (cf. Section 4.8), which is based on ICT 
Abovo goodFlows modeler, while data exchange is performed with the Dawex marketplace 
platform. 

4.16.1 Biomedical and Genomic Data Sharing 

The Biomedical and Genomic Data Sharing Pilot, led by NHRF, uses local servers and/or 
academic cloud infrastructure to execute bioinformatics workflows and store genomic 
datasets. In the context of UPCAST, a local server will be used which is a high-performance 
Linux system running Ubuntu 22.04.5 LTS. It is equipped with 40 logical CPUs, distributed 
across two sockets, each hosting 10 physical cores, enabling significant parallelization 
capacity. With 125 GB of RAM, the server can accommodate memory-intensive processes 
typical of bioinformatics workflows like alignment, quantification, or variant calling. Its 
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Figure 57: CACTUS pilot workflow. 

3. Redis Job Tracking Store 

Purpose: Persistent job status management with TTL-based cleanup. 

4. Kafka Event Streaming 

Purpose: Distributed event streaming for workflow monitoring and auditability. 

4.16.5.2 CACTUS dataflow 

The CACTUS Dataflow is shown in the models of Figure 58, Figure 59, and Figure 60. 
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Figure 58: Request initiation flow. 

 
Figure 59: Workflow Execution. 
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Figure 60: Report completion. 

4.16.6 SIMPIPE Execution Environment 

The SIMPIPE execution environment is designed to provide a robust, portable, and developer-
friendly platform for simulating data-intensive workflows. It is built on a Linux-based 
architecture to leverage essential kernel features, critical for containerisation, resource 
isolation, and secure execution. The environment is orchestrated using Kubernetes, ensuring 
scalability and efficient resource management across distributed components. SIMPIPE 
comprises a stateless Node.js controller, a SvelteKit-based graphical user interface, services 
for data storage. The controller exposes a GraphQL API which is utilized by the GUI. To support 
cross-platform development, SIMPIPE can be executed on Windows and macOS systems 
using WSL2 and Colima, respectively. These tools provide lightweight Linux virtual machines, 
ensuring consistent behaviour across environments. The architecture is designed to reflect 
real world systems, enabling accurate execution scenarios while remaining lightweight 
enough to run on a standard developer laptop. This balance of realism and accessibility 
makes SIMPIPE a powerful tool for experimentation, development, validation and dry-run 
execution and profiling of data pipelines. 

Furthermore, SIMPIPE utilizes Argo Workflows engine for step-wise deployment of data 
pipelines. To support industrial standards, SIMPIPE employs Argo Workflows template 
format. This YAML-based format allows the user to define the data pipeline steps, including 
detailed control of the execution attributes for each step such as container image, 
environment variables and data storage. 

The NHRF use case data pipeline for genome analysis was described using the Argo 
Workflows YAML-based format. Figure 61 shows and example execution of a dry-run of the 
NHRF data pipeline in the SIMPIPE user interface that was used to profile and debug the 
pipeline. Top left panel shows data pipeline steps and statuses. Top right panel shows table 
of data pipeline steps details and downloadable artifacts. Bottom leftmost panel shows 
aggregated resource metrics. The four bottom right panels show data pipeline logs and 
graphs for resource metrics. 
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Figure 61: SIMPIPE dry-run of NHRF data pipeline. 

From the resource metrics graphs we see for example that the data retrieval step is highly 
memory intensive, spending 36GB, but it is requiring much less CPU than the data trimming 
step which consumed on average 26% of the CPU. These findings showcase how SIMPIPE-
based analysis can help to determine the optimal deployment infrastructure of the data 
pipeline. Additionally, this shows how SIMPIPE analytic features can be used when debugging 
data pipelines. 





https://dev.upcast.maggioli-research.gr/upcast-service/swagger-ui/index.html
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Figure 69: Input Form of Pricing Plugin API Call. 

Apart from triggering a new call with the same input, users can also view a result analysis 
from the action buttons on each row referring to a past estimation. Apart from the pricing 
results, the analysis includes information on the models used to generate the output values 
(Figure 70). 

 
Figure 70: Pricing Results Analysis. 

Similarly, the Environmental tab lists all instances of a dataset in a table and provides an 
equivalent interface to invoke the Environmental Impact plugin (Figure 71). The presented 
results refer to CO2 emissions, and energy consumption and costs for the hosting of the 
dataset in a cloud-based service. All action buttons, input forms and result analysis frames 
are designed identically to the ones presented for the Pricing tab. 















https://dips.soton.ac.uk/discovery-api/discover/dataset_search
https://dips.soton.ac.uk/negotiation-api/user/login/
https://dips.soton.ac.uk/negotiation-api/user/details/
https://dips.soton.ac.uk/negotiation-api/provider/offer/initial_upcast_dataset
https://dips.soton.ac.uk/negotiation-api/consumer/request/new
https://dips.soton.ac.uk/negotiation-api/negotiation/terminate
https://dips.soton.ac.uk/negotiation-api/negotiation/consumer/accept
https://dips.soton.ac.uk/negotiation-api/negotiation/consumer/verify
https://dips.soton.ac.uk/negotiation-api/consumer/request
https://upcast-api.ict-abovo.gr/swagger-ui/index.html
https://ceadaridg3.ucd.ie/env/v2/token
https://ceadaridg3.ucd.ie/env/v2/estimates/dpwProfile
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5.2.3 Typical uses 

This section provides a walkthrough of the Consumer Dashboard, highlighting its typical uses. 

Upon logging-in to the Consumer Dashboard, the user is redirected to the Information Model 
Editor, the area devised for the management of the organisational information model. Here, 
the user is provided with the appropriate functionality to define the semantic concepts 
pertaining to the organisation, that will provide the ground for the definition of rules, the 
understanding of third-party constraints, and the specification of data processing workflows. 
There are several categories of semantic concepts, including the types of data, roles, 
purposes, operations, operation containers, machines, events and context, each category 
comprising a semantic graph with different types of hierarchies, depending on the category, 
and typically reflecting the generalisation and specialisation of concepts (e.g., a data subject 
is a natural person), and the inclusion of a concept to another (e.g., last name is part of full 
name). Furthermore, there are semantic associations defined between elements of different 
graphs, such as the ability of a role to act for a certain purpose.  

Two notable functionalities here include: a) stencils, being ready to use models, e.g., sectorial, 
that include the semantic graphs along with the associated policies, thereby facilitating the 
adoption of the technology from new organisations, as they can load the corresponding 
stencil and minimise the amount of effort that is needed to configure the system; b) the 
ontology import and alignment mechanism that allows for automatically importing third-party 
ontologies into the information model; leveraging this mechanism, the DPV and ODRL 
ontologies have been imported and aligned. 

The following Figures illustrate the graphs of data types, operations and roles, after alignment 
with DPV and ODRL, and assuming the NISSA pilot case of the project. For instance, Figure 81 
is focused on the TrainingMeasurements data type, highlighting its relations with other 
concepts. 

 
Figure 81: Information Model Editor, Data Types graph. 
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Figure 88: Workflow modelling canvas. 

This view comprises also the entry point to various UPCAST functionalities, starting from the 
discovery of a dataset. As shown in Figure 88, the user may select to add a dataset be right-
clicking on the canvas, thereby resulting in the addition of an Acquire task in the workflow, 
and the appearance of a form that allows searching for a dataset based on three aspects: the 
semantic type of the dataset, its name, and the target marketplace (Figure 89). In Figure 89, 
several datasets have been discovered; the details of one of them are illustrated in Figure 90, 
whereas Figure 91 highlights the constraints defined by the dataset provider, expressed in 
ODRL. 

 
Figure 89: Searching for datasets. 
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Figure 90: Discovered dataset. 

 
Figure 91: ODRL policy of the discovered dataset. 

Upon selecting the dataset for being included in the data processing workflow as a provisional 
resource (i.e., with no agreement with the provider yet), the user designs the data processing 
workflow itself, as shown in Figure 92, where a single processing task has been added 
(PerformStatisticalAnalysis), along with the initiator 
(NonGovernmentalOrganisation) and the purpose (CommercialResearch). 
Thereupon, the workflow model is verified against the internal policies and, if needed, 
automatically re-engineered in order to comply with these policies (Figure 93). 
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Figure 92: Data processing workflow specification. 

 
Figure 93: Data processing workflow model verification. 

Upon the adoption of the verified and possibly re-engineered workflow model, conflicts with 
the constraints set forth by the data provider are identified (Figure 94), whereas possible 
resolutions are proposed; in this context, the incorporation of an Anonymise task in the 
workflow is proposed in Figure 95. The user may either accept the resolution, as in Figure 96, 
or enter the negotiation phase with a new request. 
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Figure 94: Identification of conflicts. 

 
Figure 95: Conflict resolution proposal. 
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Figure 96: Resolution of conflicts. 

Assuming the resolution of conflicts, the user may enter the negotiation phase in order to 
agree with the provider and acquire a contract. To this end, the user accepts the offer (Figure 
97) and, assuming also the provider accepts the request (Figure 98), they reach to an 
agreement. 

 
Figure 97: Negotiation with the data provider. 
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Figure 98: Agreement with the provider. 

Finally, the Consumer Dashboard allows for interaction with the Environmental Impact plugin. 
Figure 99, which combines two screenshots, illustrates the setting of associated parameters 
for inquiring the Environmental Impact plugin, whereas Figure 100 depicts (part of) the 
response received. 

 
Figure 99: Parameters setting for inquiring the Environmental Impact plugin. 
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Figure 100: Energy consumption estimation by the Environmental Impact plugin. 
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ACRONYMS 
Acronym Explanation 

AI Artificial Intelligence 

API Application Programming Interface 

CPU Central Processing Unit 

DPV Data Privacy Vocabulary 

DPW Data Processing Workflow 

DSL Domain-Specific Language 

EIO Environmental Impact Optimiser 

GDPR General Data Protection Regulation 

GUI Graphical User Interface 

HE Homomorphic Encryption 

HPC High Performance Computing 

IDSA International Data Spaces Association 

LLM Large Language Model 

MVP Minimum Viable Product 

NLP Natural Language Processing 

ODRL Open Digital Rights Language 

PDP Policy Decision Point 

PMP Policy Management Point 

PUC Privacy and Usage Control 

RC Resource Consumer 

RP Resource Provider 

UI User Interface 

WMO Workflow Model Ontology 

 


