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between the two. Chapter 5 gives an overview of the UPCAST Execution Environment for 
the execution of the Data Processing Workflows of the five pilots. Chapter 6 gives 
updates of the monitoring functions of UPCAST, which collect execution related 
monitoring data for logging key actions during dataset execution and confirming 
compliance to the agreed contract between the dataset provider and the consumer, and 
data that relate to the preparation of a dataset by the dataset provider. Finally, Chapter 
7 concludes the document. 
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2 UPCAST Architecture and Workflows 
This chapter presents the UPCAST Architecture and the workflows of actions dataset 
providers and consumers may follow starting from the dataset annotation and 
publishing to the dataset processing execution of its monitoring and compliance 
verification.  
The final version of the UPCAST Architecture has been presented in [2] and is repeated 
in this chapter for completeness of the document. 

 
Figure 1: UPCAST Architecture. 

Figure 1 shows the UPCAST Architecture and highlights the parts of the architecture that 
are addressed by this document. The Architecture is an elaboration of the one presented 
in [2], while it is enhanced with deployment annotations. The UPCAST Architecture 
shows the domains of the Dataset Provider, the Dataset Consumer and the Data Sharing 
Platform, which is an abstraction of the Data Marketplace. The Data Sharing Platform 
allows the authentication of the Providers and Consumers, and also provides the 
repository for the dataset metadata, along with functions for publishing and discovery 
of dataset. Moreover, the Data Sharing platform can optionally integrate the UPCAST 
plugins for enhancing its functions. The UPCAST Architecture is a centralized one (as 
opposed to distributed architectures) as the Data Sharing Platform serves as the single 
place of contact between Dataset Providers and Dataset Consumers. On the other hand, 
plugins are deployed over the Internet in a distributed way and can be integrated with the 
Provider or Consumer dashboards or the Data Sharing platform with no need of local 
deployments. 
The UPCAST architecture shows the plugins (and corresponding functions) that are 
available to the provider and those that are available to the consumer as well as the 
dashboards for visualization. UPCAST has developed and integrated several plugins for 
annotating a dataset, publishing and discovering datasets, defining access and usage 

�����š�����^�Z���Œ�]�v�P���W�o���ž�}�Œ�u

���}�v�•�µ�u���Œ �W�Œ�}�À�]�����Œ

�W
�µ

���o�]�•�Z
�]�v�P

�����š���•���š

�t�}�Œ�l�G�}�Á���^�‰����

�D�}�v�]�š�}�Œ�]�v�P

���}�u�‰�o�]���v����

�����š���•���š �^�����µ�Œ���������š���������o�]�À���Œ�Ç

�E���P�}�Ÿ���Ÿ�}�v

���
]�•

���
}�

À
���

Œ
�Ç

�t�}�Œ�l�G�}�Á�������]�š�}�Œ

���^���^�‰����

�W�Œ�]���]�v�P

���v�À�]�Œ�}�v�u���v�š���o

�h�•���P���l���������•�•
�W�}�o�]���]���•

�E���P�}�Ÿ���Ÿ�}�v

�&�������Œ���š���������P���v�š

�h�•���P���l���������•�•
�W�}�o�]���]���•

�t�}�Œ�l�G�}�Á
���Æ�����µ�Ÿ�}�v

���v�À�]�Œ�}�v�u���v�š

���}�v�š�Œ�����š

���v�À�]�Œ�}�v�u���v�š���o

���µ�š�Z���v�Ÿ�����Ÿ�}�v ���µ�š�Z���v�Ÿ�����Ÿ�}�v

�W
�Œ

�}�À
�]�����Œ

�������•�Z
���}���Œ

��
���

}�
v�

•�
µ�

u�
��Œ

���
���

�•
�Z

���
}�

��Œ
��

�W�Œ�]���]�v�P

���v�À�]�Œ�}�v�u���v�š���o

�h�•���P���l���������•�•
�W�}�o�]���]���•

�E���P�}�Ÿ���Ÿ�}�v





UPCAST  D3.2: Negotiation and Execution Modules v2 

 

 

Page 12 
 

 
Figure 2: Overview of UPCAST interactions. 
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For the MVP definition the focus is on datasets, but some plugins are applicable for other 
types of resources. The UPCAST plugins are modules that can be deployed either on the 
internet or on a data marketplace (or other data sharing platform). Plugins interact with 
each other and with the marketplace in which they are deployed through well-defined 
APIs. The users, acting as resource providers or resource consumers, can select a 
desired plugin from the marketplace and invoke the required functionality through the 
provided user interface (depicted as dashboard in Figure 2).  
Figure 2 shows a typical user interactions involving activities that use all UPCAST 
plugins. The figure highlights the activities that addressed in this deliverable. The upper 
part of Figure 2 illustrates the actions of a resource provider who wants to annotate and 
publish a dataset using UPCAST plugins. The preparation of a dataset (collection of data, 
cleaning, and preprocessing) is a necessary action any provider needs to take but it is 
outside the scope of UPCAST. Therefore, the provider experience starts with the dataset 
annotation in which the provider describes the resource using basic metadata or 
semantic metadata and defines access and usage policies. The provider may also 
assign an energy profile to the resource for its generation and storage and also associate 
a price or price range to the resource to facilitate its monetisation. A typical sequence 
of actions by a provider who uses the UPCAST plugins is as follows: 

RP1. Define resource metadata: Using the Provider Dashboard, the provider creates 
a resource specification and annotates the resource with basic and semantic 
metadata using UPCAST vocabulary and domain-specific vocabularies. 

RP2. Specify resource privacy and usage policy: Using the Provider Dashboard the 
provider can define the privacy and usage control policies for the resource that 
are supported by the Privacy and Usage Control plugin.  

RP3. Estimate provider environmental cost: Using the Provider Dashboard, the 
provider can create the energy profile for the resource that relates to the 
collection and storage of the dataset with the support of the Environmental 
Impact Optimiser Plugin. 

RP4. Estimate resource price: Using the Provider Dashboard, the dataset provider can 
assign a price or price range to the resource by using the functions of the Pricing 
plugin. 

RP5. Publish resource: The dataset provider publishes the resource annotated with 
the resource specification in a data marketplace or a data catalogue provided by 
a broker so that potential consumers can discover the resource. This 
functionality is provided by a broker or a marketplace. 

RP6. Negotiate terms and establish contract. The dataset provider and the dataset 
consumer negotiate terms of the policies and requirements that are expressed 
by both sides. Negotiation is an iterative process, which, if successful, will result 
into a contract that forms the basis for the dataset workflow execution and 
verification for compliance. 

RP7. Generate Analytics and verify compliance. The dataset provider received in 
their dashboard monitoring data and corresponding analytics for the dataset 
execution. Compliance of the execution is checked against the agreed terms of 
the contract and any violations are notified to the provider.  

The lower part of Figure 2 illustrates the actions of a resource consumer who wants to 
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make use of a dataset resource. This consumer starts with "Define Data Processing 
Workflow" (RC1) which may utilise datasets from several providers, in general. The DPW 
may contain generic actions, like transformations or aggregations on datasets, and also 
specialized actions like performing Federated Machine Learning (FML) on datasets that 
are not allowed to be transferred outside the domain of a dataset provider. valuation of 
a dataset, and Integration of several datasets collected possibly from multiple providers. 
These actions are implemented by respective components as shown in Figure 2, and are 
not represented in the overall activities of the dataset consumer, as they are special 
steps of the DPW the consumer models. 

RC1. Define Data Processing Workflow: The consumer defines the processing 
workflow for the dataset as a series of actions that pertain to the pre-processing 
and actual processing of datasets using the Data Processing Workflow plugin. A 
DPW model is defined, and the intended usage and the access and usage policies 
for the DPW are specified. 

RC2. Estimate consumer environmental cost. The consumer makes an estimate of 
the environmental cost that will be incurred when processing the dataset. The 
cost be estimated based on the workflow, and the characteristics of the 
processing environment that will be used. 

RC3. Search resource: The consumer searches and discovers resources to include in 
the DPW by searching or browsing a Dataset Catalogue or getting suggestions 
on relevant resources using the Resource Discovery plugin. 

RC4. Negotiate terms and establish contract: The dataset consumer negotiates with 
resource providers regarding the terms of access, usage and pricing of the 
datasets. The result of the negotiation, if successful, is a contract that states the 
terms of access and usage, as well as the pricing of the dataset under 
negotiation. The negotiation and contracting tasks are supported by the 
corresponding plugin that facilitates and automates the negotiation process and 
can be used by the dataset producer (see RP6) and consumer. 

RC5. Secure data transfer: With the help of the Secure Data Delivery plugin, the 
dataset contracted will be transferred securely to a trusted environment, which 
in the case of the UPCAST pilots is the consumer one, for processing. 

RC6. Execute data processing workflow: Using Safe and Secure Execution Plugin, the 
consumer starts the DPW execution for the processing of the dataset subject to 
the terms of access and usage policies that have been negotiated and agreed 
between the provider and the consumer and are expressed in the negotiation 
contract. 

RC7. Monitor execution of data processing workflow: The UPCAST Execution 
Monitoring plugin monitors the execution of the DPW. The collected monitoring 
data are used for generating analytics for the provider and also for checking the 
compliance with the agreed contract. The compliance plugin receives monitoring 
data and notifies the dataset provider in case of any breaches of the contract 
(RP6), such as any access or usage rule violated during the DPW execution. 
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The following chapters give details for the Negotiation and contracting plugin, the Secure 
Data transfer plugin, the monitoring plugin, as well as the execution environments that 
will be used in UPCAST for the execution of the DPWs of the project pilots. 
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object is generated; the latter points to the original intention, as well as an 
UpdatedIntention (if available), i.e., a conflict resolution proposal qualified to be 
acceptable by both parties (Figure 4). 

 
Figure 4: Overview of consumer intentions data model. 

3.2.3 Contract Data Model, UPCAST Contract 
The UPCAST contract is the result of a successful negotiation between a data provider 
and a consumer, outlining the terms of their agreement. It is built on an ODRL Agreement, 
which defines the terms of the contract using permissions and prohibitions and is 
aligned with the (International-Data-Spaces-Association) IDSA1 contract schema. The 
contract also incorporates a Data Processing Workflow (DPW) to specify the sequence 
of actions and a natural language component for clauses that require plain language. 
Additionally, metadata such as timestamps and digital signatures are included for 
contract validation. The contract can be generated in both machine-readable formats 
and human-readable terms, with the latter enhanced by Large Language Models (LLMs) 
to ensure clarity and accessibility for all parties, making the contract transparent and 
easy to understand. This structure ensures that the contract is not only legally and 
technically sound but also understandable for non-specialists, promoting fairness and 
reducing potential disputes. More details are given in Section 4.6 of [1]. An example 
contract is presented below. 
{ 
  "_id": "67ab7b8ecc5c0d75a06bdef6", 
  "title": "Goverment Dataset", 
  "type": "agreement", 
  "consumer_id": "677fbfa7f523c6524acac2f1", 
  "producer_id": "67879ad41985442bac981f86", 
  "data_processing_workflow_object": { 
    ... 
  }, 
  "natural_language_document": "Contract Agreement....", 
  "resource_description_object": { 
    "title": "Example Dataset UPCAST", 

 
 
1 https://docs.internationaldataspaces.org/ids-knowledgebase/v/dataspace-protocol 

https://docs.internationaldataspaces.org/ids-knowledgebase/v/dataspace-protocol
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    "price": 400, 
    "price_unit": "EUR/Month", 
    ... 
  }, 
  "odrl_policy": { 
    "odrl": { 
      ..., 
      "@type": "http://www.w3.org/ns/odrl/2/Agreement" 
    } 
  }, 
  "created_at": "2025-02-11T16:32:14.987000", 
  "updated_at": "2025-02-11T16:32:14.987000" 
} 

3.3 Negotiation Protocol 
The UPCAST Negotiation Protocol outlines the process of establishing an UPCAST 
contract between a resource provider and consumer, based on an ODRL agreement. The 
process begins when the consumer initiates a negotiation, which involves verifying the 
alignment of the proposed terms with legal, organizational, and environmental 
constraints. If conflicts arise, the data provider offers counter-proposals, and a back-
and-forth negotiation continues until both parties reach an agreement. Negotiation 
preferences, such as pricing, data access, and usage rights, guide the process. Conflict 
resolution engines (Figure 3, the architecture of negotiation and contracting plugin) are 
employed to reconcile both parties' terms, with the final agreement resulting in the 
creation of a machine-readable contract. The protocol is compatible with the IDSA 
Contract Negotiation Protocol and allows for the termination or revision of negotiations 
at various stages (more details are given in Section 4.5 of [1]).  
The sequence diagram illustrating the flow of negotiations has been updated in this 
version, as shown in Figure 5: when a data consumer discovers a dataset through the 
UPCAST Discovery plugin, no initial offer is submitted by the data provider. Upon 
selecting a data resource, the consumer creates an UPCAST request to initiate the 
negotiation.  

http://www.w3.org/ns/odrl/2/Agreement
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Figure 5: Negotiation Sequence Diagram. 

3.4 Negotiation API and Objects 
Data consumers use UPCAST Discovery plugin (described in [4]) to identify available 
datasets. Once they find a suitable dataset, they initiate a negotiation by creating and 
sending an UPCAST request to the provider. However, the consumer's intended use may 
not fully align with the provider's usage policies, and the provider may seek higher 
compensation for permitting additional usage. In response, the provider makes a 
counteroffer, leading to a back-and-forth negotiation until both parties reach an 
agreement, resulting in a bilateral contract. Several negotiation-related examples are 
given in [1]. Here, we explore how  the user interfaces and APIs support the process. 
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3.4.1 Data Model and API 
This section outlines the core data model and API endpoints for the UPCAST Negotiation 
Plugin, which facilitates data sharing agreements through structured negotiation 
workflows between data producers and consumers. 
3.4.1.1 User Model 
UPCAST users are categorised as either data producers or consumers. 
User { 
  _id: ObjectId 
  name: string 
  type: PartyType (enum: "consumer" | "producer") 
  username_email: string (email format) 
  password: string (hashed) 
} 

3.4.1.2 Policy Object Model 
The main data structure of negotiation is the UpcastPolicyObject: 
UpcastPolicyObject { 
  _id: string 
  title: string 
  type: string 
  consumer_id: ObjectId 
  producer_id: ObjectId 
  data_processing_workflow_object: object 
  natural_language_document: string 
  resource_description_object: UpcastResourceDescriptionObject 
  odrl_policy: object 
  negotiation_id: ObjectId 
  created_at: datetime 
  updated_at: datetime 
} 

The UpcastPolicyObject encapsulates the terms of data sharing agreements and 
serves as both offers and requests within the negotiation process. 
3.4.1.3 Resource Description Object 
UpcastResourceDescriptionObject { 
  title: string 
  price: number 
  price_unit: string 
  uri: string 
  policy_url: string 
  environmental_cost_of_generation: object 
  environmental_cost_of_serving: object 
  description: string 
  type_of_data: string 
  data_format: string 
  data_size: string 
  geographic_scope: string 
  tags: string 
  publisher: string 
  theme: array 
  distribution: object 
  created_at: datetime 
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  updated_at: datetime 
  raw_object: object 
} 

The UpcastResourceDescriptionObject provides detailed metadata about the data 
being shared, including pricing, environmental costs, and data characteristics. 
3.4.1.4 Negotiation Object Model 
UpcastNegotiationObject { 
  _id: ObjectId 
  title: string 
  user_id: ObjectId 
  consumer_id: ObjectId 
  producer_id: ObjectId 
  negotiation_status: string 
  resource_description: object 
  dpw: object 
  nlp: string 
  conflict_status: string 
  negotiations: array 
  created_at: datetime 
  updated_at: datetime 
  original_offer_id: ObjectId 
  provider_agent: RecommenderAgentRecord 
  consumer_agent: RecommenderAgentRecord 
} 

The UpcastNegotiationObject tracks the state and progress of negotiations between 
parties, including the history of offers and counteroffers. 
3.4.1.5 Contract Object Model 
UpcastContractObject { 
  _id: ObjectId 
  title: string 
  corresponding_parties: object 
  data_processing_workflow_object: object 
  natural_language_document: string 
  resource_description_object: UpcastResourceDescriptionObject 
  metadata: object 
  status: string 
  negotiation_id: ObjectId 
  created_at: datetime 
  updated_at: datetime 
} 

The UpcastContractObject represents the final agreement reached through 
negotiation, formalising the terms for data sharing. 
3.4.1.6 Recommender Agent Model 
RecommenderAgentRecord { 
  agent_type: PartyType (enum: "consumer" | "producer") 
  preference: array of Preference objects 
  previous_offer: UpcastPolicyObject 
  previous_request: UpcastPolicyObject 
} 
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The RecommenderAgentRecord supports intelligent negotiation by capturing party 
preferences and tracking negotiation history. 
User { 
  id: ObjectId 
  name: string 
  type: PartyType (enum: "consumer" | "producer") 
  username_email: string (email format) 
  password: string (hashed) 
} 
UpcastPolicyObjectUpcastPolicyObject { 
  _id: string 
  title: string 
  type: string 
  consumer_id: ObjectId 
  producer_id: ObjectId 
  data_processing_workflow_object: object 
  natural_language_document: string 
  resource_description_object: UpcastResourceDescriptionObject 
  odrl_policy: object 
  negotiation_id: ObjectId 
  created_at: datetime 
  updated_at: datetime 
} 

3.4.2 API Endpoints 
3.4.2.1  User Management 

Endpoint Method Description Authentication 

/user/register POST Registers a new user 
Master 
password 

/user/login/ POST Authenticates a user None 

/user/logout/ POST Logs out a user None 

/user/details/ GET Retrieves user profile 
information OAuth2 

/user/update-
password PUT Updates a user's password 

Master 
password 

/user/{user_id} DELETE Deletes a user Master 
password 

/users GET Lists all users Master 
password 

3.4.2.2 Negotiation Management 

Endpoint Method Description Authentication 

/negotiation/create POST Creates a new 
negotiation 

OAuth2 
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/negotiation GET 
Lists all 
negotiations OAuth2 

/negotiation PUT Updates a 
negotiation 

OAuth2 

/negotiation/{negotiation_id} GET 
Retrieves a 
specific 
negotiation 

OAuth2 

/negotiation/{negotiation_id} DELETE Deletes a 
negotiation 

OAuth2 

/negotiation/policies/{negotiation_id} GET 
Gets policies 
for a 
negotiation 

OAuth2 

/negotiation/{negotiation_id}/last-
policy 

GET Gets the most 
recent policy 

OAuth2 

/negotiation/{negotiation_id}/last-
policy-diff GET 

Gets 
differences 
from previous 
policy 

OAuth2 

/negotiation/terminate/{negotiation_id} POST Terminates a 
negotiation OAuth2 

3.4.2.3 Consumer Endpoints 

Endpoint Method Description Authentication 

/consumer/request/new POST Creates a new data 
request 

OAuth2 

/consumer/request PUT Updates an existing 
request OAuth2 

/consumer/request/{request_id} GET 
Retrieves a specific 
request OAuth2 

/consumer/request/{request_id} DELETE Deletes a request OAuth2 

/consumer/offer GET 
Lists available 
offers 

OAuth2 

/consumer/recommend POST 
Gets 
recommendations 
for requests 

None 

/negotiation/consumer/accept/{ne
gotiation_id} 

POST Accepts an offer OAuth2 
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/negotiation/consumer/verify/{neg
otiation_id} POST Verifies a request OAuth2 

3.4.2.4 Producer Endpoints 

Endpoint Method Description Authentication 

/producer/offer/new POST Creates a new offer OAuth2 

/producer/offer PUT Updates an existing 
offer OAuth2 

/producer/offer/{offer_id} GET 
Retrieves a specific 
offer OAuth2 

/producer/offer/initial POST Creates an initial 
offer 

Master 
password 

/producer/offer/initial_dataset POST Creates an offer 
from a dataset OAuth2 

/producer/offer/initial_upcast_data
set POST 

Creates an offer 
from an upcast 
dataset 

None 

/producer/recommend POST 
Gets 
recommendations 
for offers 

None 

/negotiation/producer/agree/{nego
tiation_id} 

POST Agrees to a request OAuth2 

/negotiation/producer/finalize/{ne
gotiation_id} POST Finalizes an offer OAuth2 

/offer/{offer_id} DELETE Deletes an offer OAuth2 

3.4.2.5 Contract Management 

Endpoint Method Description Authentication 

/contract/{negotiation_id} GET 
Retrieves the 
contract for a 
negotiation 

OAuth2 

3.4.2.6 Negotiation Workflow 
The UPCAST negotiation process follows this general flow: 

1. Initialization 
o A data consumer creates a request (/consumer/request/new) 
o A data producer creates an initial offer (/producer/offer/initial or 

/producer/offer/new) 
2. Negotiation 

o A negotiation is created (/negotiation/create) 
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Figure 10: ODRL policy visualisation. 

Figure 10 represents an ODRL policy visualisation. Structured representation of the Open 
Digital Rights Language policy detailing permissions, prohibitions, and obligations 
related to the data resource. The ODRL Policy visualisation provides a machine-readable 
yet human-friendly view of the rights expression, including: 
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Figure 12: Legal Formalisation of the Agreement. 

3.5.2 Negotiation Terms and Preferences 
In a negotiation between a data provider and a consumer, both parties define 
preferences and objectives that guide the process, such as compensation, data access, 
usage rights, and environmental impact considerations. The provider may specify 
preferences for pricing, access restrictions, data usage, and environmental impact, while 
the consumer focuses on cost-effectiveness, data relevance, access rights, and timely 
availability. These preferences often include specific ranges, such as minimum prices or 
acceptable data access conditions. Importantly, each party's preferences are typically 
hidden from the other, ensuring a strategic negotiation process. 
In automated or semi-automated negotiations, software agents facilitate the process on 
behalf of both parties. Each party enters their preferences, including acceptable ranges, 
through a user interface, which the system then uses to guide the negotiation toward a 
mutually acceptable agreement. In the updated version of the user interface, both 
resource providers and consumers can specify their preferences for the rules they intend 
to negotiate. For instance, a resource provider may define preferences for permissions, 
prohibitions, and obligations (duties) through the interface. These preferences are then 
used in the semi-automated negotiation process described in Section 3.8. Figure 13 
shows the Negotiation Preferences Panel. 
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Figure 14: Negotiation process including Data Consumer DPW and PUC. 
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After the first verification round is successfully passed if the DPW includes data that 
need to be obtained from entities external to the organisation, negotiation for each such 
dataset begins with the first offer made by the data provider. From this point on, every 
time the consumer receives an offer, aside from engaging in any other form of 
negotiation, the DPW is examined for conflicts between consumer intentions (Section 
3.2.2) and data provider policies [steps 3, 9]. If valid alternatives are made towards 
resolving detected conflicts, they can be applied by the user, automatically altering the 
structure of the DPW, before sending the next updated UPCAST:Request to the provider 
[steps 4, 11]. If no conflicts are found, or the user chooses to ignore them, requests in 
[steps 5, 13] are sent following the original user intentions. Throughout the process, 
every time the DPW is modified, either as a result of applying some conflict resolution 
scenario or through other user activity, it has to be instantly verified also against internal 
policies, so that negotiation can proceed in a way that remains valid for the consumer 
organisation [steps 7, 10, 12, etc.]. Besides, in order for the negotiation procedure to 
remain valid and synchronised, the DPW can only be modified by the consumer before 
negotiation begins, or, in the context of negotiation, after an UPCAST:Offer has been 
made in response to each UCAST:Request towards data providers; DPW editing is not 
allowed if there are any pending requests, or after any agreement has been reached. The 
procedure for verifying the DPW against the internal policy base is described in detail in 
Sections 4.4.3.3 and 4.4.3.4 of [1]. Verification against data provider policies is 
performed according to the same principles and formalisms, as briefly explained below. 
Each dataset is examined and negotiated separately. The starting point is the generation 
of all intentions that are expressed for the dataset in question through the DPW (Section 
3.2.2). To this end, all tasks that receive the dataset as input are identified, and an 
Intention object is created based on every execution profile affecting the dataset and 
belonging to a task that appears as destination on the dataset path. An example of an 
Intention is shown in Figure 15. According to the figure, from the user-defined DPW it is 
deduced that an entity of type NonGovernmentalOrganisation is intended to 
perform statistical analysis on a dataset of type TrainingMeasurements for the 
purpose of CommercialResearch. 

Each intention is subsequently passed, together with the dataset ODRL policy, to the 
Privacy and Usage Control plugin; the latter responds with a list of Conflict objects 
(which is empty in case no conflicts are detected with respect to the particular Intention), 
according to the specifications in [3]. Each conflict is linked to the original intention, and, 
if feasible, to an updated intention achieving to resolve the conflict for both parties. The 
updated intention may include, apart from modifications to the elements of the original 
intention, additional requirements on tasks that must complement or that collude with 
the acceptable version of the intention. The information conveyed through a Conflict 
object is outlined in Figure 16.  
The result of the above is, in the general case, a set of alternative conflict resolution 
recommendations for each destination task of each of the third-party datasets that 
appear in the DPW. Given these recommendations, the user may start to sequentially 
apply them as per their preference, seeing how the DPW is adapted in the process and 
ensuring that it remains valid also against intra-organisational policies. The goal is to 
reach a state in which no conflicts are detected for any third-party datasets, and the DPW 
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is verified also in terms of internal provisions, so that negotiation agreements can be 
reached achieving ubiquitous compliance by design. 

 
Figure 15: Intention created for querying the PUC plugin. 
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Figure 16: Conflict identification and resolution response from the PUC plugin. 

The process of applying each recommendation for conflict resolution is summarised in 
Figure 17. 

 
Figure 17: Overview of conflict resolution enforcement. 

To apply a solution resolving a conflict caused by task ti receiving dataset dsi, the 
existence of a conflict regarding the purposes declared for the DPW is checked first; if 
so, the purpose prescribed by the updated intention overrides the one(s) currently 
defined. After that, the workflow model is decomposed to instance subgraphs (IS), 
corresponding to the different variants the workflow may take, based on the values 
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types in greater detail, as well as various relations among them. In this regard, a special 
feature concerns the ability to automatically import into the Information Model third-
party ontologies of interest, like the Data Privacy Vocabulary (DPV). On this semantic 
basis, an organisation is subsequently in a position to also define comprehensive 
policies meant to regulate its internal operation; this basically happens through the 
creation of rules using the Policy Administration Environment. More importantly, the 
above mean that all aspects of the Consumer Dashboard are interoperable with entities 
that share the same semantic foundations, as is the assumption for the interaction with 
data providers throughout the negotiation process. 
Details on the Information Model Editor and the Policy Administration Environment, 
which come as part of goodFlows tool, background work of UPCAST partner ICT abovo, 
are given in [5] and [3]. 
1. Data Processing Workflow (DPW) specification 
The Consumer Dashboard is centred around an environment that allows users to define 
Data Processing Workflows; they may drag and drop to the canvas available datasets 
and operations, connect them to each other, and describe resulting tasks and 
associations in detail. They may also define properties at the level of the entire process, 
like intended purposes and allowed initiator roles, as well as constraints, such as the 
total energy footprint or cost that is considered acceptable for implied processing and 
overall execution. 
In the simple example illustrated in Figure 19, Figure 20, Figure 21, Figure 22, a dataset 
of type TrainingMeasurements is fed to a task performing statistical analysis, and 
the resulting statistical analysis report is subsequently published; intended purpose for 
the execution of the DPW as a whole is defined to be CommercialResearch.  

 
Figure 19: Definition of initiators, purposes and other DPW properties. 
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Figure 20: Definition of energy and pricing constraints for the whole DPW. 

 

 
Figure 21: Task description. 
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Figure 27: Detected conflict for "MyDataset1". 

In this case, an alternative way for executing the same workflow and being compliant to 
the ODRL policy has also been identified, as can be shown in more detail by clicking on 
the conflict. According to this (Figure 28), statistical analysis on training measurements 
is allowed as long as certain constraints to the processing are satisfied, and some 
anonymisation on the data has preceded; the specific ODRL rules that cause the conflict 
are also indicated. In case they disagree with the proposed solution, the user may 
choose to go back to screen of Figure 27 and negotiate on existing terms; this would 
lead to an ODRL request towards the data owner reflecting currently intended 
processing. In the opposite case, they may apply the proposed adaptations to the 
workflow, which is thus transformed to include the task "Anonymise" (Figure 29), as well 
as the rest of the modifications recommended for the target task (Figure 30). 
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Figure 28: Conflict resolution for "MyDataset1". 

 
Figure 29: Insertion of "Anonymise" for conflict resolution. 
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Figure 33: Negotiation status for "MyDataset1". 

3.7.2 Data Provider Dashboard 
The Provider Dashboard (PD) is the independent software component available for data 
producers, to access the UPCAST ecosystem and manage their datasets in its scope. 
Among its features, it offers a minimal negotiation interface based on the UPCAST 
ontologies and protocols described in this document. PD users can monitor and handle 
negotiations for a specific dataset on its profile, shown in Figure 34, under the 
negotiations tab. 

 
Figure 34: Overview of Provider Dashboard, Dataset Profile.  

























https://projects.eclipse.org/projects/technology.edc
https://language-data-space.ec.europa.eu/help/faq/what-data-space_en
https://docs.internationaldataspaces.org/ids-knowledgebase/dataspace-protocol
https://github.com/eclipse-edc/Connector
https://eclipse-edc.github.io/documentation/for-adopters/#the-connector
https://docs.internationaldataspaces.org/ids-knowledgebase/dataspace-protocol
https://docs.internationaldataspaces.org/ids-knowledgebase/dataspace-protocol
https://eclipse-edc.github.io/documentation/for-adopters/control-plane/
https://eclipse-edc.github.io/documentation/for-adopters/control-plane/
https://eclipse-edc.github.io/documentation/for-adopters/data-plane/
https://projects.eclipse.org/projects/technology.edc
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Figure 41: Structure of EDC Connector. 

The Control Plane, Data Plane and Data Plane Selector can either be bundled together in 
the same package or deployed separately and accessed via API as shown in Figure 42.  

 
Figure 42: API interfaces of Connectors. 

In addition to the Dataspace Protocol (which is used to communicate with peer 
Connectors), the EDC Connector exposes a Management API, which can be used by 
administrators and admin applications as shown in Figure 43. 

https://eclipse-edc.github.io/documentation/for-adopters/control-plane/#management-api
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Figure 43: Connector Management API. 

4.2 SDDP Functionalities 
This section presents the Integration of the SDDP to the UPCAST architecture, in 
particular the dashboards, and data marketplaces (Figure 44). 

 
Figure 44: Data transfer from data provider to consumer. 

For the purpose of UPCAST, the Safe data product Transfer Plugin includes only the 
capabilities related to the data transfer from the EDC components. The plugin will be 
directly integrated to the Publishing, Discovery, negotiation and monitoring plugins for 
the execution of the data exchange workflow.  

4.2.1 Data provider 
The UPCAST architecture shown in Figure 1 shows the relationship between the Data 
marketplace, the UPCAST plugins, and the SDDP. Using the Publishing plugin, data 
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providers should be able to publish data products in the marketplace with additional 
metadata. 
Once data products are synchronized with the marketplace, data providers are able to 
create data products. Data products include data contracts composed with data policies 
and datasets. These policies will be replicated into the SDDP. 
Figure 45 shows the sequence diagram for a data provider to create a go to market data 
product. 

 
Figure 45: Data Provider, go to market sequence. 

UPCAST plugins could enrich the process of contracting on the Data Marketplace such 
as the Pricing AI Plugin with compatible metadata declaration. 

4.2.2 Data consumer 
Data Consumers (acquirers) will be able to search data products with the discovery 
plugin. Once the data product is identified, the provider and acquirer agree with the terms 
of the contract such as price, policies, compliance. 
When the acquisition is complete through a trusted data transaction, the agreed data 
contract is synchronized with SDDP to make it ready for incoming Data Transfer 
requests from Acquirer, securely performing the data transfer enforcing agreed policies 
and data access restrictions with strong authentication. 
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Figure 46: Data Consumer, acquisition sequence. 

Data Destination shown in Figure 46 could be another instance of the   
SDTP for distributed Data Transfer, following Data Space Protocol and enabling 
interoperability with other Data Space Connector implementations. 

4.3 SDDP for data exchange workflows 
This section gives the details of the function of the Safe data product transfer plugin. 

4.3.1 Data Space Identity Provider and Authorization Server 
The Data space Identity provider is shown in Figure 47 in red blocks and is detailed 
below.  

 
Figure 47: Data Space Identity Provider. 

To enable data transfer consumer and producer need first to enrol to the UPCAST data 
transfer plugin, i.e., data space connectors. The connector identity is registered within 
the Data Space Identity Provider and associated permissions are given on the 



https://www.rfc-editor.org/rfc/rfc7523#section-2.2
https://datatracker.ietf.org/doc/html/rfc7523
https://www.itu.int/rec/T-REC-X.509






https://github.com/dawex/edc-connector-distribution
https://github.com/dawex/edc-connector-distribution
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policydefintions:update contractdefinitions:create contractdefinitions:update 
contractdefinitions:delete contractdefinitions:read 
contractnegotiations:create contractnegotiations:read 
transferprocesses:create transferprocesses:read edrs:read", 
 "client_id": "<EDC Connector client id>" 
} 

Scopes can also be specified using a custom key to match edc.oauth.scope.claim  
property in EDC connector, and also support an array format, such as 
  "scopes": [ 
    "catalog:list", 
    "catalog:dataset:read", 
    "assets:list", 
    "assets:read", 
    "policydefinitions:create", 
    "policydefinitions:delete", 
    "policydefinitions:read", 
    "policydefintions:update", 
    "contractdefinitions:create", 
    "contractdefinitions:update", 
    "contractdefinitions:delete", 
    "contractdefinitions:read", 
    "contractnegotiations:create", 
    "contractnegotiations:read", 
    "transferprocesses:create", 
    "transferprocesses:read", 
    "edrs:read" 
  ] 



https://www.nextflow.io/


https://www.zonazdravlja.com/
https://www.mongodb.com/
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For this purpose, the generation of the use requested data set is enabled by a ODBC 
connection to BigQuery and embedded through a sequential storage procedure. First, 
the data sample containing 100 initial rows, data model and its related information 
(metadata, description and so on) is obtained. 

 
Figure 52: Data for user request for data set generation. 

Then, the following steps are sequentially orchestrated to create the final offer to the 
user. These involve both the pricing and the final negotiation and agreement. Finally, 
when the agreement is signed, the full data set will be generated and shared with the 
user with a link to a Google Cloud Storage bucket (as indicated in Figure 53 with red 
arrow) and related reporting services are executed. 

 
Figure 53: User interface showing the status of the user request. 

5.1.1.5 Digital Marketing 2 
The deployment and execution of the marketing data monetization model for CACTUS 
will be managed as follows. Google Cloud APIs will be utilized to gather all necessary 
data, ensuring a comprehensive and efficient data collection process. This data will then 
be imported into the CACTUS custom-made CRM, designed to meet CACTUS specific 
needs and enhance data management capabilities. The CACTUS CRM is hosted on a 
MySQL Server provided by Digital Ocean8, leveraging its robust infrastructure for reliable 
performance and scalability. This approach not only streamlines data collection and 
management but also integrates seamlessly with existing systems, thereby optimizing 
the overall data monetization strategy. 

 
 
8 https://www.digitalocean.com 

https://www.digitalocean.com/


https://nextflow.io/
https://www.docker.com/
https://sylabs.io/
https://slurm.schedmd.com/documentation.html
https://groovy-lang.org/
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Channels connect processes by transferring data between them, enabling parallel 
execution and complex data dependency management. They support various types of 
data, including files, values, and collections. Channels can be created and manipulated 
using built-in methods: 
Channel.fromPath('data/*.txt').set { inputFiles } 

5.1.2.1 Nextflow plugins 
Nextflow supports plugins that extend its capabilities. The Kafka14 plugin provides an 
extension to implement built-in support for Kafka systems and manipulation in Nextflow 
scripts. It provides the ability to create a Nextflow channel to listening from topics as 
send message. 
A snippet must be added to a nextflow.config file: 
plugins { 
  id 'nf-kafa@0.0.1' 
} 

5.1.2.2 Nextflow Executors 
In the Nextflow framework architecture, the executor is the component that determines 
the system where a pipeline process is run and supervises its execution. The executor 
provides an abstraction between the pipeline processes and the underlying execution 
system. This allows to write the pipeline functional logic independently from the actual 
processing platform. In other words, the pipeline script can be written once and have it 
running on a computer, a cluster resource manager, or the cloud, simply by changing the 
executor definition in the Nextflow configuration file. For instance, to execute the 
pipeline script with the AWS Batch service, the following snippets may be used: 
# enables nf-amazon plugin 
plugins { 
    id 'nf-amazon' 
} 

 
# defines as executor an existing AWS Batch queue 
process { 
  executor = 'awsbatch' 
  queue = 'aws - queue1' 
} 

5.1.3 SIMPIPE Execution Environment 
This section gives an overview of SIMPIPE15, which is a software for executing data 
pipelines in a secure sandbox environment. The environment is a Kubernetes16 cluster 
in which SIMPIPE leverages Argo Workflows17 to orchestrate pipeline workflows. The 

 
 
14 https://kafka.apache.org 
15 https://www.sintef.no/en/software/sim-pipe 
16 https://kubernetes.io 
17 https://argoproj.github.io/workflows 

https://kafka.apache.org/
https://www.sintef.no/en/software/sim-pipe
https://kubernetes.io/
https://argoproj.github.io/workflows
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pipeline workflows are defined using Argo Workflows YAML18 format, in which each 
pipeline step references a containerized application image. In UPCAST, SIMPIPE will be 
used to automate pipelines for data sharing and processing agreements. 

 
Figure 54: SIMPIPE Architecture. 

Figure 5419 from [6] shows the architecture of SIMPIPE, where the controller backend is 
a stateless NodeJS environment which provides a GraphQL API leveraged by the 
frontend graphical user interface. Furthermore, the API can be used to integrate SIMPIPE 
into other software. The SIMPIPE controller consists of subcontrollers responsible for 
talking to Kubernetes, Argo Workflows, Prometheus and Minio. Argo Workflows is 
responsible for assigning pipelines (also known as workflows) to the Kubernetes cluster. 
The pipeline is defined using a declarative language written in YAML file format. Argo 
Workflows allow the user to specify the pipeline tasks and dependencies and supports 

 
 
18 https://yaml.org 
19 https://datacloudproject.eu/ 

https://yaml.org/
https://datacloudproject.eu/
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complex job orchestration using Directed Acyclic Graphs (DAG). Tasks can be run in 
parallel, in sequence, or based on conditions. The Kubernetes controller is used to 
manage projects and assign workflows. Prometheus is used for storing and querying 
metrics such as resource consumption from the execution of workflows, whereas Minio 
is used as an object storage. The Minio controller manages workflow artifacts and can 
be used to upload files that in turn can be referenced and used as input files for data 
pipelines. 
When a data pipeline is defined as an Argo Workflow, with each of the steps in the 
workflow having their own containerized image, the pipeline can be uploaded as a 
project to SIMPIPE. Executions of the pipeline can be run by creating a dry run of the 
pipeline. Input parameters and input data can be customized when creating a new dry 
run. It is important to note that the containerized images must be made available for the 
pipeline to run successfully. Images from local or public registries can be referenced, or 
private image repositories can be used. If private image registries are used, a registry 
secret can be added to the workflow to successfully authenticate against the private 
image repository. 
SIMPIPE requires a Linux-based operating system because it depends on Kubernetes 
which in turn relies on a Linux kernel to isolate resources and processes. SIMPIPE is 
easiest installable on macOS but can be installed on any Linux-based operating system 
including Windows Subsystem for Linux (WSL). 
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6 Monitoring 
This chapter presents updates on the monitoring functions of the UPCAST platform, 
namely updates to the data model of the monitoring events and the automatic injection 
of monitoring code to the data processing workflow.  
UPCAST monitoring has two parts: (a) Execution (or runtime) monitoring that is used by 
the dataset provider to monitor the execution of a dataset by the consumer following the 
agreed workflow and contract between the two, and (b) plugin monitoring that allows 
providers to have an overview of the actions taken by the various plugins during dataset 
annotation, pricing, negotiation, etc. The main updates of the monitoring plugin relate to 
the updated data model of the monitoring events and the automatic injection of 
monitoring emitting code in the data processing workflow script. 
Execution monitoring is supported by the monitoring plugin. The interface of the plugin 
and the means of streaming monitoring events are presented in section 6.1, whereas 
monitoring of UPCAST plugins is presented in section 6.2. 

6.1 Execution Monitoring 
Execution monitoring is implemented through emission of monitoring events by the 
dataset workflow execution. Code for the generation of these events is automatically 
injected into the workflow script so that monitoring events are emitted during the 
workflow execution. Apache Kafka is used for streaming the events to the Monitoring 
plugin. Events are emitted to Kafka topics, which are named after the contract number 
and execution sequence number of the execution. Therefore, Kafka topics are named as 

UPCAST-<contract-id>-<execution id> 
where 

1. Contract-id is the unique contract identifier under which this execution takes 
place. The contract with contract-id identifies the producer, the consumer, the 
dataset and the workflow that will be executed on it. 

2. execution id is the unique identifier of the execution for the dataset, assuming 
that each dataset consumer assigns a unique id to each such execution for a 
given contract. Typically sequence numbers, starting from 1, are used for the 
execution id. 

Emitted monitoring events are JSON objects, whose form has been specified at D3.1 [1]. 
The monitoring events are JSON objects and have the following structure. 
{ 
  source: [source component, type: string] 
  timestamp: [timestamp of event at source, type: datetime] 
  metric: [name of the metric monitored, type: string] 
  value: [value of the metric, type: string] 
  params: [names of action parameters, type: list of strings] 
  groups: [groups entity performing the action belongs, type: string] 
  result: [result of the metric, type: object] 
  exception: [value of exception, type: object] 
  log: [log string, type: string] 
} 

The semantics of the JSON fields are as follows: 
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Figure 56: Enhanced workflow. 

When the enhanced workflow is executed, monitoring events are emitted, A sample of 
monitoring events that were generated by the enhanced workflow of Figure 56 is shown 
in Figure 57. 

 
Figure 57: Sample monitoring events. 

6.2  Plugin Monitoring 
UPCAST provides functions for monitoring the actions of the plugins that are used by 
the dataset provider and consumer before any execution of the dataset, i.e., during the 
preparation and annotation of a dataset, its advertisement and discovery, and the 
negotiation between the dataset provider and the dataset consumer. The purpose of the 
plugin monitoring is to keep a record of all actions that take place before dataset 
execution that are supported by the UPCAST plugins and maintain a permanent record 
of them for subsequent auditing and verification. 
UPCAST plugins are required to generate plugin monitoring event to a Kafka topic with 
name UPCAST-plugin. The plugin monitoring events are JSON objects and tier structure 
is reported in D3.1 [1]. No further updates of the structure of plugin monitoring events 
are necessary. 
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6.3 Monitoring Authentication 
Monitoring is deployed as a service over the Internet, with its endpoint be at 
https://dev.upcast.maggioli-research.gr/. The deployed version of Monitoring supports 
authentication of remote clients. Clients of the service (plugins and pilot workflows) 
should make sure they use their credentials to connect to the Kafka broker and send 
monitoring events. Typical code that accomplishes this with the use of the SASL-SSL is 
shown below. 
prod = KafkaProducer(bootstrap_servers=BROKER_URL, 
                     security_protocol='SASL_SSL', 
                     sasl_mechanism='PLAIN', 
                     sasl_plain_username='UPC4ST-2025', 
                     sasl_plain_password='3.14159', 
                     key_serializer=lambda k: k.encode('utf-8'), 
                     value_serializer=lambda v: json.dumps(v).encode('utf-8') 
       ) 

https://dev.upcast.maggioli-research.gr/


UPCAST  D3.2: Negotiation and Execution Modules v2 

 

 

Page 89 
 
 

7 Conclusions 
Deliverable D3.2 presents the updates of key UPCST technologies for contract 
negotiation, dataset transfer and monitoring, their interfaces, and final designs. The 
document presents updates of (a) the negotiation plugin that is used by providers and 
consumers to negotiate the terms of processing of a dataset and agree on a contract, 
(b) the data transfer plugin that is used to transfer a dataset from a provider to a 
consumer space in a secure and reliable way, (c) the execution modules that are used 
to execute an agreed workflow and (d) the monitoring plugin that is used to collect data 
of both dataset execution and plugins themselves for presenting them to the dataset 
provider and feeding them also to the compliance plugin for automatically checking 
compliance of the execution of the dataset processing to the terms of the agreed 
contract between a provider and a consumer. The document complements the designs 
of UPCAST plugins as they are reported in Deliverables D2.3 [4], D2.4 [3], D3.4 [6] and is 
an update of D3.1 [1]. 
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9 Acronyms 
 

Acronym Explanation 

AI Artificial Intelligence 

CPU Central Processing Unit 

DPV Data Privacy Vocabulary 

DPW Data Processing Workflow 

DSL Domain-Specific Language 

DSP Dataspace Protocol 

EDC Eclipse Dataspace Components 

EIO Environmental Impact Optimiser 

GDPR General Data Protection Regulation 

HPC High Performance Computing 

HTTPS HyperText Transfer Protocol Secure 

IDSA International Data Spaces Association 

JWT JSON Web Token 

LLM Large Language Model 

MVP Minimum Viable Product 

NLP Natural Language Processing 

ODRL Open Digital Rights Language 

PD `Provider Dashboard 

PDP Policy Decision Point 

PMP Policy Management Point 

PUC Privacy and Usage Control 

RC Resource Consumer 

RP Resource Provider 

UI User Interface 

WMO Workflow Model Ontology 
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